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AMD Next-Gen Fortran Compiler – Public Downloads

https://github.com/llvm/llvm-project/ 

https://rocm.blogs.amd.com

Infinity Hub Tile

AMD ROCm platform version 7.0 has this compiler as the default Fortran compiler.

https://github.com/llvm/llvm-project/
https://github.com/llvm/llvm-project/
https://github.com/llvm/llvm-project/
https://rocm.blogs.amd.com/
https://www.amd.com/en/developer/resources/infinity-hub.html
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Low-level API:

Using GPUs from Fortran (and be Portable?)

Fortran:
__global__
void init_vals_kernel(int n, int * vals)
{
  int i = threadIdx.x 
          + blockIdx.x * blockDim.x;
if (i < n) {
vals[i] = vals[i] + 1;

}
}

subroutine init_vals(vals)
  ! Declarations omitted
  allocate(vals(1024))
  vals = 1
  do i = 1, 1024
    vals(i) = vals(i) + 1
  end do
end subroutine init_vals
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__global__
void init_vals_kernel(int n, int * vals)
{
  int i = threadIdx.x 
          + blockIdx.x * blockDim.x;
if (i < n) {
vals[i] = vals[i] + 1;

}
}

Low-level API:

Using GPUs from Fortran (and be Portable?)

Fortran:

subroutine init_vals(vals)
  ! Declarations omitted
  allocate(vals(1024))
  vals = 1
  do i = 1, 1024
    vals(i) = vals(i) + 1
  end do
end subroutine init_vals

extern “C”
void init_vals_c(int n, int * vals)
{
int tbsz = 256;
int blcks = (n + tbsz – 1) / tbsz;
init_vals_krnl<<<blcks,tbsz,0,NULL>>>

(n, vals);
xxxDeviceSynchronize();

}

Assumes unified shared memory.
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__global__
void init_vals_kernel(int n, int * vals)
{
  int i = threadIdx.x 
          + blockIdx.x * blockDim.x;
if (i < n) {
vals[i] = vals[i] + 1;

}
}

Low-level API:

Using GPUs from Fortran (and be Portable?)

Fortran:

subroutine init_vals(vals)
  ! Declarations omitted
  allocate(vals(1024))
  vals = 1
  do i = 1, 1024
    vals(i) = vals(i) + 1
  end do
end subroutine init_vals

extern “C”
void init_vals_c(int n, int * vals)
{
int tbsz = 256;
int blcks = (n + tbsz – 1) / tbsz;
init_vals_krnl<<<blcks,tbsz,0,NULL>>>

(n, vals);
xxxDeviceSynchronize();

}

interface
  subroutine init_vals_c(n, val) &
       bind(C, “init_vals_c”)
    use iso_c_binding
    implicit none
    integer(c_int), value :: n
    type(c_ptr) :: vals
  end subroutine init_vals_c
end interface

Assumes unified shared memory.
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__global__
void init_vals_kernel(int n, int * vals)
{
  int i = threadIdx.x 
          + blockIdx.x * blockDim.x;
if (i < n) {
vals[i] = vals[i] + 1;

}
}

subroutine init_vals(vals)
  ! Declarations omitted
  allocate(vals(1024))
  
  do i = 1, 1024
    vals(i) = 1
  end do
end subroutine init_vals

Low-level API:

Using GPUs from Fortran (and be Portable?)

Fortran:

subroutine init_vals(vals)
  use iso_c_binding
  ! Declarations omitted
  allocate(vals(1024))
  
  call init_vals_c(1024, c_loc(vals))

end subroutine init_vals

extern “C”
void init_vals_c(int n, int * vals)
{
int tbsz = 256;
int blcks = (n + tbsz – 1) / tbsz;
init_vals_krnl<<<blcks,tbsz,0,NULL>>>

(n, vals);
xxxDeviceSynchronize();

}

interface
  subroutine init_vals_c(n, val) &
       bind(C, “init_vals_c”)
    use iso_c_binding
    implicit none
    integer(c_int), value :: n
    type(c_ptr) :: vals
  end subroutine init_vals_c
end interface

Assumes unified shared memory.
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Using GPUs from Fortran (and be Portable!)

Fortran, OpenMP version < 6.0:

subroutine init_vals(vals)
  ! Declarations omitted
  allocate(vals(1024))
  vals = 1
  !$omp target teams workdistribute &
  !$omp map(tofrom:vals)
  vals = vals + 1
  !$omp target teams workdistribute
end subroutine init_vals

Fortran, OpenMP version >= 6.0:

subroutine init_vals(vals)
  ! Declarations omitted
  allocate(vals(1024))
  vals = 1
  !$omp target teams loop map(tofrom:vals)
  do i = 1, 1024
    vals(i) = vals(i) + 1
  end do
end subroutine init_vals

Works on both unified shared memory 

and discrete-memory GPUs.
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subroutine init_vals(vals)
  integer, dimension(:), allocatable :: vals  
  allocate(vals(1024))
  vals = 1

  do i = 1, 1024
    vals(i) = vals(i) 1
  end do

end subroutine init_vals

OpenMP® API Productivity Benefits

!$omp target teams loop map(tofrom:vals(1:1024))

Computation

Data Transfer
Host to Device

Data Transfer
Device to Host

GPU
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subroutine init_vals(vals)
  integer, dimension(:), allocatable :: vals  
  allocate(vals(1024))
  vals = 1

  do i = 1, 1024
    vals(i) = 1
  end do

  

end subroutine init_vals

Data Environments and Memory Transfer

!$omp target enter data map(to:vals(1:1024))

!$omp target exit data map(from:vals[0:1024])

!$omp target teams loop map(tofrom:vals(1:1024))

Data Transfer
Host to Device

Data Transfer
Device to Host

GPU

Computation



Case Studies: Fiats, STREAmS-2, Ansys LS-Dyna 
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Fiats – AI/ML in Fortran

https://go.lbl.gov/fiats

All procedures involved in 

inference and training are 
pure, elemental, and 

non_overridable.

Damian Rouson, Zhe Bai, Dan Bonachea, Ethan Gutmann, Katherine Rasmussen, Brad Richardson, Sameer Shende, David Torres, 

Yunhao Zhang, Kareem Ergawy, and Michael Klemm. Automatically Parallelizing Batch Inference on Deep Neural Networks using Fiats 

and Fortran 2023 “do concurrent”. June 2025. Accepted for publication at the 5th International Workshop on Computational Aspects of 

Deep Learning 2025.

https://go.lbl.gov/fiats
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Fiats – Kernel Example

Move to GPU with

!$omp target teams workdistribute.
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Fiats – Host Multi-threaded Performance

Platform:

• NERSC’s Perlmutter supercomputer

• Dedicated interactive node

• 2x 64-core AMD EPYC 7663 processors

• AFAR build 6.0.0

Current work in progress:

• GPU offloading of DO CONCURRENT 

implemented

• Complete support for locality specifiers

• Support for polymorphic types on GPUs
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STREAmS-2

• Compressible Navier-Stokes equations solver via finite difference discretization
• Hybrid discretization for non-linear terms:

• Energy-preserving central scheme in smooth regions

• Weighted essentially non-oscillatory (WENO) shock-capturing scheme for region with discontinuities

• Generalized curvilinear coordinates across two directions

• Unsteady characteristic decomposition for boundary conditions enforcing

• Three-stage, third-order Runge-Kutta scheme for time integration

• Parallelization via:

• Cluster – MPI

• CPU – OpenMP

• GPU – CUDA Fortran, HIP, OpenMP Offload

Image courtesy of CINECA
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STREAmS-2 – Code Example (WENO Kernel)

subroutine euler_x_fluxes_hybrid_c2_kernel(nv,nv_aux,nx,ny,nz,ng,eul_imin,eul_imax,lmax_base,&
&nkeep,rgas0,w_aux_gpu,coeff_deriv1_gpu,fhat_gpu,dcsidxc2_gpu,dcsidxnc2_gpu,dcsidyc2_gpu,& 
&dcsidync2_gpu,jac_gpu,mcsijac1_gpu,lmax_tag_gpu,force_zero_flux_min,force_zero_flux_max,weno_scheme,& 
&weno_version,sensor_threshold,weno_size,cp_coeff_gpu,indx_cp_l,indx_cp_r,ep_ord_change_gpu,&
&calorically_perfect,tol_iter_nr,rho0,u0,t0) 
  integer, value :: nv, nx, ny, nz, ng, nv_aux 
  ...
  real(rkind) :: b1, b2, b3, c, ci, h, uu, vv, ww
  real(rkind), dimension(5,5) :: el, er
  real(rkind), dimension(5) :: evmax, fi
  real(rkind), dimension(5,8) :: gp,gm 
  ...
  !$omp target data map(alloc:el,er,evmax,fi,gp,gm,eler)
  !$omp target teams distribute parallel do collapse(3) has_device_addr(w_aux_gpu,fhat_gpu,cp_coeff_gpu,coeff_deriv1_gpu,dcsidxc2_gpu,dcsidxnc2_gpu,dcsidyc2_gpu,dcsidync2_gpu,jac_gpu,mcsijac1_gpu,ep_ord_change_gpu,lmax_tag_gpu) private(el,er,evmax,fi,gp,gm,eler) 
  do k = 1,nz
    do j = 1,ny
      do i = +eul_imin-2+1,eul_imax
        weno_scheme_i = (weno_scheme+ep_ord_change_gpu(i,j,k,1),1)
        lmax = (lmax_base+ep_ord_change_gpu(i,j,k,1),1)
        if(j == 1) then
          weno_scheme_i = (lmax_tag_gpu(i)+ep_ord_change_gpu(i,j,k,1),1)
          lmax = weno_scheme_i
        endif
        weno_size = 2*weno_scheme_i 
        ishk = 0
        do ii=i-weno_scheme_i+1,i+weno_scheme_i
          if (w_aux_gpu(ii,j,k,8) > sensor_threshold) ishk = 1
        end do
        if (ishk == 0) then 
          ...
        else
          call compute_roe_average(nx, ny, nz, ng, i, i+1, j, j, k, k, w_aux_gpu, rgas0, b1, b2,&
          & b3, c, ci, h, uu, vv, ww, cp_coeff_gpu, indx_cp_l, indx_cp_r, calorically_perfect, tol_iter_nr,t0)
          dcsidxav = 0.5_rkind * (dcsidxnc2_gpu(i,j) + dcsidxnc2_gpu(i+1,j))
          ...
          call eigenvectors_x_c2(b1, b2, b3, uu, vv, ww, c, ci, h, el, er, ut, dcsidxav, dcsidyav)
          ...
          do l=1,weno_size
            ll = i + l - weno_scheme_i
            rho = w_aux_gpu(ll,j,k,1)
            uu = w_aux_gpu(ll,j,k,2) 
            ...
            fi(1) = rho * ut 
            fi(2) = (rho * uu * ut + pp * dcsidxnc2_gpu(ll,j)) 
            fi(3) = (rho * vv * ut + pp * dcsidync2_gpu(ll,j)) 
            fi(4) = rho * ww * ut 
            fi(5) = rho * h * ut 
            do m=1,5 
              wc = 0._rkind
              gc = 0._rkind 
              wc = wc + el(1,m) * rho * mcsijac1_gpu(ll,j) 
              gc = gc + el(1,m) * fi(1) * mcsijac1_gpu(ll,j) 
              wc = wc + el(2,m) * rho*uu * mcsijac1_gpu(ll,j) 
              gc = gc + el(2,m) * fi(2) * mcsijac1_gpu(ll,j) 
              wc = wc + el(3,m) * rho*vv * mcsijac1_gpu(ll,j) 
              gc = gc + el(3,m) * fi(3) * mcsijac1_gpu(ll,j) 
              wc = wc + el(4,m) * rho*ww * mcsijac1_gpu(ll,j) 
              gc = gc + el(4,m) * fi(4) * mcsijac1_gpu(ll,j) 
              wc = wc + el(5,m) * (rho*h-pp) * mcsijac1_gpu(ll,j) 
              gc = gc + el(5,m) * fi(5) * mcsijac1_gpu(ll,j) 
              c = 0.5_rkind * (gc + evmax(m) * wc) 
              gp(m,l) = c
              gm(m,l) = gc - c 
            end do
          end do
          call wenorec_1d(nv,gp,gm,fi,weno_scheme_i,weno_scheme_i,weno_version,rho0,u0)
          do m=1,5
            fhat_gpu(i,j,k,m) = 0._rkind
            do mm=1,5
              fhat_gpu(i,j,k,m) = fhat_gpu(i,j,k,m) + er(mm,m) * fi(mm)
            end do
          end do
        end if
      end do
    end do
  end do
  !$omp end target data 
end subroutine euler_x_fluxes_hybrid_c2_kernel 

!$omp target data map(alloc:el,er,evmax,fi,gp,gm,eler)
!$omp target teams distribute parallel do collapse(3) has_device_addr(
do k = 1,nz
  do j = 1,ny
    do i = +eul_imin-2+1,eul_imax

if (ishk == 0) then 
  ...
else
  call compute_roe_average(nx, ny, nz, ng, i, i+1, j, j, k, k, w_aux_gpu, rgas0, b1, b2,&
  & b3, c, ci, h, uu, vv, ww, cp_coeff_gpu, indx_cp_l, indx_cp_r, calorically_perfect, tol_iter_nr,t0)
  dcsidxav = 0.5_rkind * (dcsidxnc2_gpu(i,j) + dcsidxnc2_gpu(i+1,j))
  ...
  call eigenvectors_x_c2(b1, b2, b3, uu, vv, ww, c, ci, h, el, er, ut, dcsidxav, dcsidyav)
  ...
  do l=1,weno_size
    ll = i + l - weno_scheme_i
    rho = w_aux_gpu(ll,j,k,1)
    uu = w_aux_gpu(ll,j,k,2) 
    ...
    fi(1) = rho * ut 
    fi(2) = (rho * uu * ut + pp * dcsidxnc2_gpu(ll,j)) 
    fi(3) = (rho * vv * ut + pp * dcsidync2_gpu(ll,j)) 
    fi(4) = rho * ww * ut 
    fi(5) = rho * h * ut 
    do m=1,5 
      wc = 0._rkind
      gc = 0._rkind 
      wc = wc + el(1,m) * rho * mcsijac1_gpu(ll,j) 
      gc = gc + el(1,m) * fi(1) * mcsijac1_gpu(ll,j) 
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STREAmS-2 – Performance Results: OpenMP® vs. HIP Kernels

Hardware: AMD Instinct  MI300X GPU w/ Eight XCDs, 304 compute units, AMD CDNA  3 architecture, 192 GB HBM3, 5.3 TB/sec peak memory bandwidth; AMD EPYC  9554 

Processor, Dual socket server, 64 cores per processor package, 768 GB DDR5 memory, 4,800 MT/sec). Software: Red Hat® Enterprise Linux®, kernel version 4.18.0-

553.el8_10.x86+64 AMD Next Generation Fortran compiler, build 7450 (“AFAR 6.4.0”), Open MPI® version 5.0.6; Compiler options: -O3 -fopenmp --offload-arch=gfx942 (OpenMP 

code), -O3 -x hip (HIP); Benchmark size: 1,400 x 600 x 750 (roughly 80% of the available GPU memory).
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Nested Dissection Reordering of Rolls-Royce Engine Model

Disclaimer: No jet engines were harmed in the making of this presentation ☺ 

Large Version has:
67M nodes

58M solid elements

12M contact elements

199M degrees of freedom

Images courtesy of Ansys, Inc.
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Multifrontal sparse factorization

• There are many factorization 
heuristics
‐ Minimum bandwidth
‐ Minimum profile
‐ Frontal
‐ Supernodal

• Multifrontal is widely used today
‐ Guided by the elimination tree

• Traverse “frontal matrices” bottom-up

• Assemble from initial values and contribution 
blocks of the children

• Factor the fully assembled equations

• BLAS kernels:
▪ 11: DGETRF

▪ 21 & 12: DTRSM

▪ 22: DGEMM

‐ Triangular solves
• Forward is bottom-up

• Backward is top-down
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AMD Instinct  MI300A – BLAS Routines on the GPU

Total time is 581 sec.
Factorization is 522 sec.

Offload math library 

calls to one GPU 

Total time is 102 sec. (5.8x faster)

Factorization is 50 sec. (10.4x faster)

Other operations are becoming noticeable

Reordering is 10 sec.

Redistributing the permuted matrix is 3.2 sec.

BLAS + LAPACK on GPU (via hipBLAS)
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AMD Instinct  MI300A – BLAS Routines + OpenMP Kernels 

Total is 581 sec.

Factorization is 522 sec.

Offload math library 

calls to one GPU 
Total time is 102 sec. (5.8x faster)

Factorization is 50 sec. (10.4x faster)

BLAS + LAPACK on GPU (via hipBLAS)

Offloading nested loops to GPU via OpenMP 

Total time is 66 sec. (8.8x faster)

Factorization is 5 sec. (104x 
faster)

BLAS and OpenMP 

offloads to one GPU 
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Summary

▪ The OpenMP® API allows the implementation of fast and portable code. 

▪ Write once run anywhere approach.

▪ The OpenMP® API eliminates the need for specialized expertise to address different accelerators, making 

it accessible to a broader range of developers. 

▪ By using the OpenMP® API, the compiler/runtime takes on the burden of complexity, freeing developers to focus on 

their code. 

▪ Vendors provide highly optimized implementations of OpenMP® features for their architectures 

(e.g., ROCm  Software).   

▪ To exploit new hardware features (like USM), only minor to no changes to the source code are necessary.

▪ If an APU (MI300A) is present and XNACK is enabled, the runtime automatically enables USM. 

▪ Not covered …

▪ Interoperability between OpenMP directives and HIP kernels. 
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Disclaimer

The information presented in this document is for informational purposes only and may contain technical inaccuracies, omissions, and 

typographical errors. The information contained herein is subject to change and may be rendered inaccurate for many reasons, including but 

not limited to product and roadmap changes, component and motherboard version changes, new model and/or product releases, product 

differences between differing manufacturers, software changes, BIOS flashes, firmware upgrades, or the like. Any computer system has 

risks of security vulnerabilities that cannot be completely prevented or mitigated.  AMD assumes no obligation to update or otherwise correct 

or revise this information. However, AMD reserves the right to revise this information and to make changes from time to time to the content 

hereof without obligation of AMD to notify any person of such revisions or changes.

THIS INFORMATION IS PROVIDED ‘AS IS.” AMD MAKES NO REPRESENTATIONS OR WARRANTIES WITH RESPECT TO THE 

CONTENTS HEREOF AND ASSUMES NO RESPONSIBILITY FOR ANY INACCURACIES, ERRORS, OR OMISSIONS THAT MAY 

APPEAR IN THIS INFORMATION. AMD SPECIFICALLY DISCLAIMS ANY IMPLIED WARRANTIES OF NON-INFRINGEMENT, 

MERCHANTABILITY, OR FITNESS FOR ANY PARTICULAR PURPOSE. IN NO EVENT WILL AMD BE LIABLE TO ANY PERSON FOR 

ANY RELIANCE, DIRECT, INDIRECT, SPECIAL, OR OTHER CONSEQUENTIAL DAMAGES ARISING FROM THE USE OF ANY 

INFORMATION CONTAINED HEREIN, EVEN IF AMD IS EXPRESSLY ADVISED OF THE POSSIBILITY OF SUCH DAMAGES.

© 2025 Advanced Micro Devices, Inc.  All rights reserved.

AMD, the AMD Arrow logo, EPYC, Instinct and combinations thereof are trademarks of Advanced Micro Devices, Inc.  PCIe is a registered 

trademark of PCI-SIG Corporation. Other product names used in this publication are for identification purposes only and may be trademarks 

of their respective companies.
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